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Introduction

The I/O characteristics of Microsoft SQL Server change constantly. Their dependence on several factors such 

as the usage period (business hours, end of quarter, end of year), user operations (business transactions, report 

generation, backup), specific version of the software, hardware and OS platforms makes shifting behavior 

inevitable. Designing a storage infrastructure to meet SQL Server’s I/O demands is not trivial because of the 

changing patterns. Compounding the problem are design decisions that are ad hoc and intuition driven instead 

of data driven. The decisions are usually based on historical knowledge of SQL Server I/O behavior, and on 

benchmarking using workloads that are perceived to mimic SQL Server I/O behavior. Vast differences in the 

domain knowledge of storage architects lead to inconsistencies in designs, and often to expensive consulting 

services required to rectify the mistakes.

PernixData’s Architect™ software is a data-driven, real-time analytics-based storage design and I/O management 

platform. Architect learns and displays the relevant I/O characteristics of SQL Server that are critical to design, 

operate and manage an efficient infrastructure to provide best-in-class performance. What makes Architect 

unique is that it neither needs any prior knowledge of SQL Server I/O behavior nor assumptions about SQL Server 

to make the right decisions. Architect extracts critical information about SQL Server, such as the read/write ratio, 

block size distribution, and I/O latency encountered by each class of block. It also estimates the working set of 

a SQL Server based database, divided into reads and writes. Equipped with this knowledge, Architect provides 

information that is critical to each and every step of SQL Server lifecycle:

• Design a best-performing storage platform.

• Optimize existing infrastructure to provide best performance.

• Tune SQL Server to the strengths of existing storage to obtain better performance.

• Distribute SQL Server databases on a storage platform based on their I/O profile (map SQL Server to 

appropriate storage objects (LUNs, volumes, RAID groups).

The resulting recommendations are consistent, free from human errors, and remain agnostic to the storage 

infrastructure. Architect reduces the decision process at each step to a matter of hours or days, instead of weeks 

or months.

Information provided by Architect can be grouped into two classes:

1. Application specific: This class of information includes read/write distribution, block size distribution, and I/O 

bursts, and is purely dependent on SQL Server. Application specific behavior is mostly influenced by the usage 

patterns of SQL Server, version of the software, and the operating system on which SQL Server runs. This 

information is best obtained when the management software runs in a layer close to SQL Server, or else the 

information becomes convoluted because I/O streams of various applications mix with each other, masking 

details of individual applications.

2. Storage specific: This category of data includes I/O latency and I/O rate, categorized by block sizes. These 

metrics are a function of the underlying storage infrastructure and are easy to isolate when collected in a layer 

close to the storage infrastructure.

Application-specific information is useful in determining the placement of SQL Server data and the interference 

of SQL Server’s I/O pattern with that of other applications. Storage-specific information is useful in designing and 

monitoring the storage infrastructure needed to support SQL Server. The unique traits of each type of information 

http://www.pernixdata.com/resource/pernixdata-architect-software-datasheet?utm_medium=corp_tech_resource&utm_source=website&utm_campaign=workload_characterization_&_acceleration_using_pernixdata_architect&utm_content=chethan_kumar
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makes accurate collection challenging, while omitting information makes storage design and management 

decisions ineffective. Architect tackles this complex problem by collecting the data in the hypervisor kernel,  

a layer that has enough visibility into the I/O profiles of SQL Server databases, and at the same time, lives not 

too far from the storage. By analyzing and correlating each class of Information, Architect provides end-to-end 

visibility into the SQL Server’s I/O characteristics.

The rest of this paper demonstrates the process of discovering I/O characteristics of SQL Server Database using 

PernixData Architect and obtaining critical information that is required to architect and manage a high-performing 

storage infrastructure for the database.

Experimental Setup

A transaction-oriented workload running against Microsoft SQL Server 2012 database was used to illustrate the 

Architect abilities discussed in this paper. The database ran on the Windows Server 2012 operating system in a 

Virtual Machine (VM). The VM was hosted in a VMware vSphere 5.5 environment.

The SQL Server VM was provisioned with 8 virtual CPUs (vCPUs). Although the workload was configured to generate 

transactions against the database until the SQL Server VM was CPU saturated, the workload was unable to do so. 

Clearly, some bottleneck in the infrastructure prevented SQL Server from supporting a higher transaction rate.  

The goal of the study outlined in this paper was to find the bottleneck and find and remove bottleneck.

PernixData Host Extension software was installed on the ESX host that ran the SQL Server VM. This software 

enables the host to see all I/O from SQL Server flowing down the host. PernixData Architect was installed in 

a separate Windows based VM. The next few sections describe the process of extracting SQL Server’s I/O 

characteristics, detecting bottlenecks, and uncovering potential remedies to alleviate the bottlenecks, step-by-step. 

Characterizing SQL Server VM Using PernixData Architect

Overview

The first task was to find the Virtual Center (VC) server and the VC cluster in which the VM was located.  

You can see this in the “Overview” section of the Architect dashboard. The Dashboard gives a summary of the  

I/O performance of all VC clusters managed by all vCenter servers in a datacenter. In this study, there was only 

one VC server in the test environment. The SQL Server VM was part of “DB-cluster”.

Figure 1: PernixData Architect Dashboard.
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As seen in Figure 1, the “DB-cluster” appeared as “Monitored”, which means that Architect was learning about the 

I/O profile of this cluster. The average I/O latency of “DB-cluster” was rather high – about 21 ms at an I/O rate of 

11,300 I/Os per second as shown in Figure 1.

Workload View

The other important details needed to understand the cause of the poor workload performance were the read-

write mix and the block distribution. This information is available in the “Workload” section of the Dashboard,  

as shown in Figure 2.

Figure 2: Cluster-Wide I/O Characteristics.

During the sampling period, the DB-cluster observed 90% reads and 10% writes, and 99% of the I/Os were 

dominated by small I/Os between 8 KB (inclusive) and 32 KB.

There are more views available in the dashboard: Insight, VM Performance Plot, and Working Set Estimation. 

Some of the information available in the above views at the cluster level can also be obtained at the VM level. 

Since the focus of this paper is a single SQL Server VM, the VM-level information will be used to understand the 

cause of the poor workload performance. If there is more than one VM in a VC cluster that experiences poor 

performance, you can use cluster-level information (either a single cluster or multiple clusters) to find the root 

cause of the problem.

Cluster View

From the main dashboard, you can investigate deeper into a specific VC cluster to get more information.  

Clicking on the “DB Cluster” in the overview section of the dashboard (Figure 1) causes Architect to open a  

new view specific to the selected VC cluster, as shown in Figure 3.
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Figure 3: Cluster-Specific I/O Characteristics.

Summary View

The Summary tab of the cluster view shows more details about the VMs in the selected VC cluster. The cluster in 

the experimental setup consisted of only one host, which ran the SQL Server VM.

The Performance Summary section of this view shows the I/O performance of all the VMs in the cluster. In this 

case, there were 3 VMs in the selected cluster. Of the 3 VMs, only the SQL Server VM was active and issued I/Os. 

Architect provides I/O information such as I/O rate, I/O latency, and throughput, aggregated across all VMs in the 

cluster in the Performance Summary section. In this case, the cluster I/O profile was the same as the I/O profile of 

the SQL Server VM. The cluster observed an average of 11,300 IOPS with an average access latency of 21 ms.

The Workload section provides details on the I/O characteristics of all the applications running in the cluster. In 

this case, the cluster contained only one application SQL Server, so the cluster workload details basically reflected 

the I/O behavior of SQL Server. As explained in the Workload section of this document, the SQL Server’s I/O was 

read-heavy and dominated by small-sized I/O requests. The block size distribution can be further separated for 

reads and writes, as shown in Figure 4.

Figure 4: Cluster-Specific Block Distribution.
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For both reads and writes, most of the requests accessed blocks that were sized between 8 KB (inclusive) and 32 KB.

One of the options available to improve the I/O performance of the applications in the selected cluster is displayed 

in the Recommendations section of the UI. Clicking on the details icon reveals the reasoning behind Architect’s 

recommendation. The Intelligence→Recommendations section provides in-depth information about this.

Reporting

The Reporting tab of the cluster-specific view displays some of the information described previously in more detail, 

either aggregated to the whole cluster or narrowed down to a specific VM. Since there was only one active VM in 

the cluster, this paper focuses on VM-specific information.

Note: If the VC cluster has more than one VM, then you can follow the process discussed below based on the 

information available at the cluster level.

The VM-specific overview presents most of the data discussed previously in more detail. This information is  

very useful in understanding the I/O behavior of an application and designing the right storage infrastructure for 

the application.

An important topic in a virtual infrastructure (VI) administrator’s mind is the block size distribution of SQL Server’s 

data access. Architect presents this information in different ways. Figure 5 shows two of the many visualizations of 

the block size.

The block sizes are grouped into different ranges. The count of each range is presented as different units 

depending on the view. Figure 5a shows the block size distribution as a percentage of the total I/Os issued during 

a sampling period. This is available by clicking Workload for a specific VM and selecting the chart breakdown as 

“Block Size”. Block size distribution shown as a percentage is very useful to determine whether an application is 

transaction-oriented (one that predominantly uses ≤ 16 KB I/O requests) or throughput oriented (one that use >16 KB 

I/O requests).

 

Figure 5: Block-Size Distribution.

(a) (b)
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Figure 5b shows the same block distribution as raw numbers. This is obtained by selecting IOPS for a specific VM 

and selecting the chart breakdown as “Block Size”. Although an application can be categorized as one of the two 

types – transaction-oriented or throughput-oriented based on Figure 5a, the presence of a significant number of 

I/O requests using non-predominant block sizes can impact the I/O performance of storage optimized for either 

class of applications. This view helps to make appropriate tweaks to the storage configuration so that the I/O 

performance is optimal.

As seen in Figure 5, the block size distribution of SQL Server I/O access was uniform throughout the 

benchmarking period, and the block sizes were predominantly between 8 KB (inclusive) and 32 KB.

Another useful piece of information that can help you understand the limitations of the current infrastructure and 

make appropriate design choices to enhance the current infrastructure is the latency per block data. You can see 

this information by selecting Latency for a specific VM and then selecting the chart breakdown as either “Read/

Write” or “Block Size”.

In the experiments for this paper, SQL Server incurred a latency of 20 to 35 ms for the predominant block sizes, as 

shown in Figure 6. The latency was similar for both reads and writes.

(a)

(b) 

Figure 6: Latency Distribution.
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A quick summary of the important I/O characteristics of SQL Server determined by Architect:

• SQL Server data access was read heavy, comprising 90% of all I/Os.

• The I/O was dominated by requests whose sizes are between 8 KB (inclusive) and 32 KB.

• I/O access latency on the storage infrastructure was clearly a problem because the access latencies for both 

reads and writes were in excess of 20 ms.

When compared to optimal latency values for SQL Server I/O (Troubleshooting Performance Problems in SQL 

Server 2008), the main bottleneck in the infrastructure that hosted the SQL Server VM appeared to be the storage 

system. High latencies of both read and write operations most likely prevented SQL Server from fully utilizing all 

the system resources to support higher transaction rates.

Intelligence

Lastly, a useful piece of information that can help improve the I/O performance experienced by SQL Server is shown 

in the “Intelligence” view of the cluster. After analyzing the I/O profile of SQL Server, Architect recommended ways to 

enhance the storage infrastructure to remove the I/O bottleneck encountered by SQL Server.

Working Set Estimation

The working set of an application displayed in Architect is the total size of all the blocks accessed by the 

application during a sampling period. Most applications access certain blocks more frequently than others. 

By providing high-speed access to these frequently used blocks, you can improve application performance 

significantly. Architect computes the active working set of an application and displays the working set information 

categorized by the access type.

(a)

(b)

Figure 7: Working Set Estimation.

https://technet.microsoft.com/en-us/sqlserver/bb671430.aspx
https://technet.microsoft.com/en-us/sqlserver/bb671430.aspx
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Just like the other information within Architect, you can obtain the working set estimation at a host level (Figure 

7a) or a specific VM level (Figure 7b). For the example discussed in this paper, Architect estimated a 130 GB 

working set of reads, and a 44.2 GB working set of writes, for a total working set of 174 GB. Essentially, providing 

faster access to the most frequently accessed data of SQL Server database would improve its performance 

significantly. For the SQL Server database used in this study, providing faster access to 174 GB worth of data 

would improve the performance of SQL Server significantly.

At this stage, a VI administrator should have enough knowledge about the SQL Server I/O profile and also some 

pointers to the cause of poor performance (high I/O latency). The administrator could use the information provided 

by Architect in different ways:

• Use the I/O profile information to enhance or replace the existing storage infrastructure with a faster storage.

• Work with the storage administrators to optimize the existing infrastructure (move the vmdks to a faster LUN, 

enable tiering when available, tune storage cache appropriately etc.)

• Work with application developers and administrators to tweak SQL Server to improve the I/O performance.

Recommendations

One of the choices VI administrators have to improve SQL Server I/O performance is to take advantage of high-

speed server-side resources in conjunction with PernixData FVP® software. They can use these high-speed 

resources to speed up both read and write I/Os. Architect provides recommendations that can help achieve read 

and write I/O acceleration. In this case, Architect recommended accelerating both reads and writes, as shown in 

Figure 8.

Figure 8: Architect Recommendations.

Here is a list of recommendations provided by Architect that would help reduce the I/O bottlenecks and thereby 

improve the performance of the database workload:

• Provision at least 180 GB of server-side resources to accelerate I/O access. This high-speed resource can  

be provisioned by deploying both appropriate high-speed media (SSD or server memory) in the server and  

FVP software.

• Accelerate both reads and writes of the workload via the Write Back acceleration policy with FVP.
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Summary

Designing a high-performing storage infrastructure to meet the current and the future I/O demands of MS SQL 

Server is traditionally a complicated and lengthy process that requires historical knowledge of applications 

using MS SQL Server and significant human expertise (to carefully benchmark and analyze the storage design 

choices). PernixData Architect simplifies the design and management of a storage infrastructure by automatically 

monitoring SQL Server, studying its I/O characteristics, and displaying application and storage specific I/O 

information that is critical to optimize the I/O performance experienced by SQL Server throughout its life cycle.  

VI administrators can optionally choose to implement the recommendations provided by Architect to enhance the 

performance of their existing storage infrastructure by utilizing high-speed server side resources such as SSDs or 

Server memory and PernixData FVP software. Whether one chooses to deploy a new storage infrastructure,  

or optimize an existing infrastructure, PernixData Architect is a tool every VI administrator can rely on.
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