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id-sized and enterprise datacenters have requirements for storage systems that include performance, 
scalability, storage efficiency, high availability, data protection, and application/virtualization 
integration. These IT shops should expect a set of features from a storage system that contributes to 

productivity, provides performance where and when needed, scales economically and self heals.  
 

Selection of the storage vendor is as important to the successful implementation of a highly virtualized 
application environment as any technical features or perceived requirements. Here we discuss a set of critical 
capabilities that should be used to compare offerings. 

 Capacity utilization must be e�cient  
The storage system should store data efficiently. The key to maximizing system capacity while minimizing 

cost is having an efficient algorithm for in-line compression, with sufficient compute resources to avoid any 
performance impact. Support for larger capacity hard disk drives is desirable for higher efficiency. Features 
such as cloning and redirect-on-write snapshots should also be included, allowing for improved support for 
application test and development and longer backup retention respectively. This yields multiple important 
advantages. First, the cost of stored data is reduced in proportion to size of the disks and the amount of data 
compressed. Second, the storage system bandwidth is increased because less data is being written and read 
from the storage media.  

 Performance should be designed into the architecture  
Like storage capacity, performance needs to be optimized for maximum efficiency. In virtualized 

workloads, even sequentially operating applications become randomized when other workloads are mixed 
together on a single physical machine. The system should have the right hybrid mix of solid state hardware and 
rotating hard disks with appropriate algorithms. This maximizes performance and intelligently places data for 
retrieval at rates appropriate to application requirements without breaking the bank. 

 
Random reads are best handled by solid state drives (SSD) built from flash memory. These devices can 

serve up random reads at a rate of 100 times that of hard disk drives (HDD). While expensive SLC-based flash 
has write endurance in the 100K range, more commonly used MLC/eMLC flash suffers from write endurance 
limitations. This, along with issues around allocating expensive flash for parity and spares and the issue of 
migrating data from flash to disks, make flash a sub-optimal choice for caching writes. Instead, storage should 
be designed to take advantage of non-volatile system memory for staging random writes, which then can be  
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sequentially written to disks. Sequential reads and writes must be handled by spinning disks as they can deliver 
much better price/performance than flash for sequential data. 

 
This staging scheme can be leveraged for re-direct on write for snapshots that provide data protection 

without a performance penalty. The following diagram illustrates this method. 
 

 

 Scaling should be non-disruptive and independent  
The system should be able to increase capacity by the addition of disk shelves. Compute performance and 

network access to the storage should upgradeable in the same chassis and allow for scaling out by adding 
additional nodes. All scaling operations should be independent, transparent to system operation and free of 
disruption.  

 Data protection should be built-in 
Storage systems should have features to help protect the data against application or user errors, or even 

disasters.  Functionality such as backup and recovery should be integrated and not the function of a different 

piece of hardware. The storage system should support snapshot-based instantaneous backup and restore. Ideally, 

this snapshot functionality should share common blocks (possible with redirect on write snapshots). Replication 

with another storage system (possible off site) should be on storage checklists complementing local snapshots-

based backups. 

 Data resilience and high availability should be integrated 
Every storage system should have multiple levels to ensure the integrity and resilience of data against 

possible corruption. A RAID implementation that can efficiently withstand multiple drive failures without 
losing data is essential. Block level check sums with block addressing verification should be a part of the basic 
functionality. Redundant components and controllers are required for resilience to failure of and repair of 
other components. The system should be self-healing and report the status of its condition. 
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 A vendor should deliver application optimized storage 
The vendor should have advanced knowledge of the customer’s application environment. In addition to 

automatically tuning the storage to a given application environment, templates should exist to aid provisioning. 
Regardless, an intuitive wizard-based process should suffice in setting up storage volumes for a given 
application. Scalability and monitoring should be highly automated. 

 Applications should be virtualized without a squad of rocket scientists 
The system should accommodate virtualized workloads that perform business-critical functions without 

specialized knowledge beyond the hypervisor. If a customer is using VMware vSphere, then it should be 
possible to manage storage from vCenter. This should include tasks such as provisioning and VM-consistent 
backup operations. Status reporting should be consistent with the VM administrator’s experience without 
having to learn a new set of storage operations.   

 Storage monitoring and corrective action should occur within the system 
The system should be aware of its condition at all times and report problems to the vendor. Correcting a 

problem in network configuration or automatically initiating a case to replace a failing component should not 
require advanced actions by the system administrator. The vendor should be able to demonstrate a consistent 
monitoring and corrective action capability that is transparent to overall system operation. 

Our Take 
The storage system vendor should demonstrate experience in the different IT workloads and user 

applications, such as enterprise resource planning, transaction processing, desktop virtualization, backup and 
disaster recovery. Minimal cost of ownership should be facilitated by design decisions in the storage 
architecture and enhanced by automation of tuning and problem correction. Scalability needs to be non-
disruptive and the care and feeding should be well within the capability of IT generalists. 
 

While this feature set may sound like a wish list that cannot be fulfilled, we have found a vendor and 
system that ticks all these boxes. The Nimble Storage CS-Series with the Cache Accelerated Sequential Layout 
(CASL™) architecture works exactly as discussed in the performance architecture section. Many vendors can 
refer to their systems as ‘hybrid’ – that is a combination of solid state and hard disk drives. Nimble with CASL 
has taken this capability to a whole new level with a complete feature set that well serves the mid-sized IT shop. 

 
 
 
 
 
 
 
 
 
 
 
 
Note: The information and recommendations made by Storage Strategies NOW are based upon public information and sources and may also include personal opinions both of 
Storage Strategies NOW and others, all of which we believe to be accurate and reliable. As market conditions change however, and not within our control, the information and 
recommendations are made without warranty of any kind. All product names used and mentioned herein are the trademarks of their respective owners. Storage Strategies NOW, 
Inc. assumes no responsibility or liability for any damages whatsoever (including incidental, consequential or otherwise), caused by your use of, or reliance upon, the information 
and recommendations presented herein, nor for any inadvertent errors which may appear in this document. 
 


